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Abstract—Ultrasound is widely used, but acquisition
quality is heavily dependent on the operator’s knowledge
and expertise. With demand for examinations outpacing
the supply of trained sonographers, operator-guidance sys-
tems aim to close this gap by instructing a less trained user
how to move the probe toward a target view. In this paper,
we propose a retrieval-induced latent transition model for
ultrasound acquisition dynamics, formulating ultrasound
operator guidance as multi-step planning and retrieval in a
world model. Using a V-JEPA 2.1 backbone, observations
are first encoded into a latent space where anatomically
related views lie close together. We then retrieve similar
views from a reference database containing encoded la-
tent states and corresponding probe positions and orienta-
tions. Rather than learning a parametric transition function,
we directly use physically executed transitions from the
database to establish our nonparametric, retrieval-induced
transition model that supports receding-horizon planning.
At deployment, guidance is generated from the live ultra-
sound image feed alone, without any probe tracking hard-
ware. Applied to carotid ultrasound, the proposed planner
reaches the target view in 86% of retrospective closed-loop
episodes, versus 52% and 43% for representative base-
lines, outperforming both on every target view, including
the challenging longitudinal internal and external carotid
artery views. A prospective feasibility study on unseen
volunteers, run in real time on a CPU using distillation,
reaches 83% target-view reachability. Because planning is
driven by proximity to any encodable goal latent, the same
world model can navigate back to any previously acquired,
patient-specific frame, supporting reproducible longitudi-
nal imaging for e.g. perioperative or follow-up monitoring.

Index Terms— Action Planning, Carotid Ultrasound Op-
erator Guidance, Ultrasound Navigation, Vector Search,
World Modeling

[. INTRODUCTION

LTRASOUND is one of the most widely used medical

imaging modalities due to its real-time imaging capa-
bilities, portability, safety, and low cost [1]. However, one
downside is that ultrasound is inherently operator dependent,
as image quality is determined not only by patient anatomy
but also by probe positioning [2], [3]. Acquiring clinically rel-
evant views therefore requires substantial practical expertise,
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creating a barrier to consistent image acquisition and wider
accessibility of ultrasound examinations.

At the same time, the demand for ultrasound examinations
continues to grow while the number of trained sonographers
remains limited [4]. This imbalance has stimulated interest in
workflows that enable image acquisition by less experienced
operators while maintaining diagnostic quality. Achieving this
goal requires reliable acquisition of standardized imaging
views, as image interpretation and quantitative analysis depend
critically on the quality and consistency of the acquired data.

To address the challenges of ultrasound acquisition, au-
tonomous robotic and human operator-guidance approaches
have both been proposed. Robotic systems aim to remove
the operator entirely, automating probe manipulation to stan-
dardize scanning. Operator-guidance systems instead instruct
a human operator on how to manipulate the probe to reach a
standardized target view. Despite this difference in execution,
both approaches share the same underlying prediction prob-
lem: given the current observation, predict the probe motion
that brings the current view closer to the target view. As we
review in Section [lI} existing methods differ chiefly in whether
that predicted motion is evaluated against its consequences
before being issued as guidance, and if so, how close to
inference time that evaluation happens. Across the full range
of prior work, however, that evaluation never extends beyond
a single step.

Ultrasound acquisition, however, is a sequential navigation
task under partial observation: ambiguous views such as vessel
cross-sections do not uniquely determine location along the
vessel, so an informative action may need to look several
steps ahead rather than one. World models represent how
observations evolve under actions, supporting exactly this kind
of trajectory-level planning. Self-supervised training on large
ultrasound datasets has already shown that a latent space can
be learned that organizes anatomically related views [5]. Our
key observation is that such a representation, combined with
the scan trajectories used to train it, already implies a world
model: rather than fitting a dynamics function, we retrieve
observed latent transitions directly for planning. This extends
the role of retrieval in ultrasound guidance from supplying
context to a policy [6] to serving as the predictive model itself.

Building on this observation, we hypothesize that ultrasound
operator guidance is better formulated as planning in a learned
world representation than as direct action prediction. In our
proposed method, observations are encoded with a video-JEPA
(V-JEPA 2.1) backbone [7], candidate futures are obtained
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Fig. 1. Navigation in carotid ultrasound is difficult for both human
operators and Al guidance models alike, due to high intra-class variation
and inter-class similarity between different ultrasound views. This figure
illustrates both effects using representative images from different volun-
teers: intra-class variation, where the same anatomical view (transverse
bulb, ICA, or ECA) appears visually different across volunteers, and
inter-class similarity, where different anatomical views (e.g., transverse
bulb (right image) and transverse CCA) can appear visually similar.

by vector search over previously observed transitions rather
than by action regression, and retrieved trajectories are scored
by their predicted likelihood of reaching the desired standard
view and executed in a receding-horizon fashion, i.e., only the
first action of the selected trajectory is issued, and the plan is
recomputed from each new observation. Guidance therefore
requires no pose sensing at inference; probe poses are needed
only to build the trajectory database during training.

We evaluate this hypothesis in carotid ultrasound, a clin-
ically important and technically demanding acquisition task.
Accurate carotid assessment requires reproducible localiza-
tion of vascular structures and Doppler sampling locations,
while image appearance varies substantially across subjects
and pathologies, as shown in Fig. [I] Carotid navigation also
demands full six-degree-of-freedom probe motion, unlike the
rotation-only settings addressed by much of the prior literature.
These properties make it a stringent testbed for world-model-
based planning and robust operator guidance in ultrasound
acquisition.

The main contributions of this work are as follows:

o Guidance as multi-step planning. We treat ultrasound
guidance as planning several steps ahead, not just predict-
ing a single action. At each step, we compare candidate
trajectories in a learned latent space, pick the best one,
and replan when a new observation comes in.

o Retrieval as a nonparametric transition model. Instead
of training a parametric transition model, we use transi-
tions recorded from real scans to build a nonparametric
retrieval-induced transition model.

« Systematic evaluation against representative baselines.
We compare our method against one-shot action predic-
tion and single-step planning baselines under the same
evaluation setup.

o Real-time prospective evaluation. Beyond retrospective
simulation, we run the pipeline in real time on a CPU
in a prospective study on previously unseen volunteers,
reaching 83% target-view reachability.

[1. RELATED WORK

Prior guidance and autonomous-scanning systems can be
organized along the axis introduced above: whether a predicted
action’s consequences are evaluated before it is issued as
guidance, and if so, how close to inference time that happens.

One-shot action prediction. In the largest group, the pre-
diction is the guidance. US-GuideNet couples a convolutional
frame encoder with a recurrent model over orientations mea-
sured by an Inertial Measurement Unit (IMU) and predicts
either the rotation needed to reach a standard plane or the
rotation an expert would perform next; in both cases the
rotation is emitted directly, with no translation guidance [8].
The approach of Bao er al. likewise pairs a frame encoder
with a per-target head that predicts rotation only [9]. UltraSeP
adds masked pretraining over joint image-pose sequences, but
the deployed model remains a one-shot regressor that uses
probe pose [10]. Autonomous carotid systems extend the same
principle from a single target view to a full examination:
UltraBot clones expert trajectories through policies trained
for individual target views, inheriting expert behavior rather
than improving on it [11], while UltraHiT decomposes carotid
anatomy into a standard structure and individual variation,
using a hierarchical gate to decide whether the current scan
follows a known anatomical pathway or requires one of twelve
learned corrective motions [12]. Reliance on robot proprio-
ception is reasonable in these autonomous settings, where the
probe pose is readily available from position sensors. However,
probe pose information is usually unavailable during freehand
scanning, limiting the transfer of these methods to operator-
guidance scenarios. RAG-RUSS closes this gap by returning to
the operator-guidance setting at the scale of a full examination:
rather than relying on probe pose, it retrieves relevant prior
context to condition a language model that performs a full
carotid examination in clinical-workflow order, explaining its
current stage and next planned action [6]. Across all of these
methods, nothing intervenes between the predicted quantity
and the instruction issued: the model is never asked what the
world would look like afterward.

Amortized consequence modeling. A second group weighs
the consequences of actions during training, but during de-
ployment that reasoning has been amortized away. For ex-
ample, VesNet-RL internalizes a long-horizon reward into a
value function, though it navigates from binary vessel masks,
discarding the appearance cues expert operators rely on, and
restricts actions to in-plane translation and axial rotation [13].
EchoWorld is the operator-guidance counterpart of the same
pattern: it uses predictive objectives during pretraining to learn
anatomy- and motion-aware representations. During inference,
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Fig. 2. Visual overview of the ultrasound world model and planning in its latent space. A) Training sequences are encoded into latent states using
the learned encoder fg, based purely on the visual ultrasound frames; each training frame additionally has a ground-truth recorded pose, used to
calculate actions between training frames. B) The live imaging sequence is encoded with the same encoder fg. Many candidate trajectories are
then randomly sampled by alternating between retrieval hops and within-trajectory hops. Retrieval hops sample the top- K nearest neighbors of the
current latent state to create the anchor points z("). Within-trajectory hops then follow a training sequence forward or backward in time from anchor
z(M to 2(P) | yielding a recorded action a("). Here, we show one example of a sampled trajectory. From all generated trajectories, the lowest cost

trajectory is chosen, and its first action is communicated to the user.

however, guidance is still generated by direct action regression
from encoded observations and motion history. World mod-
eling shapes the representation here, but it is not explicitly
used for planning [14]. Fan et al. take the same route with
a frozen latent-diffusion ultrasound model whose imagined
rollouts supply a training-time reward for a goal-conditioned
probe policy, so the world model shapes the policy but is never
queried when guidance is issued [15].

Single-step inference-time planning. Cardiac Copilot is the
closest prior work to ours, and the only system we are
aware of in which a forward model is genuinely queried
during inference [16]. To do so, it uses an action-conditioned
latent transition model called Cardiac Dreamer. The policy
proposes a movement, the Dreamer imagines the latent state
that movement would produce, and the action is refined in
light of it. Two limitations remain, though. The approach is
explicitly target-oriented, predicting the relation to the target
“without the need to consider the intermediate path” [16],
so the lookahead is a single refinement step rather than
optimization over a trajectory. Moreover, goals are restricted
to a fixed set of predefined target embeddings.

Retrieval-based and non-parametric planning beyond ul-
trasound. Non-parametric reuse of previously collected ex-
perience has a long history in visual control and planning,
with methods differing in what is retrieved and how retrieved
experience is converted into actions. At the shortest hori-
zon, VINN predicts each action through locally weighted
regression over the (k) nearest demonstrations in a learned
visual embedding space, without explicitly reasoning over

future consequences [17]. More recent retrieval-as-control
approaches such as RT-Cache retrieve a short action sequence
associated with the most similar stored observation, execute
this sequence for several steps, and then re-query its memory
from the newly observed state [18]. Longer-horizon methods
instead use stored experience to construct intermediate goals.
SPTM, SoRB, and ViNG organize previously observed visual
states into topological memories or graphs and search these
structures for subgoals, while a separate local control mech-
anism converts each selected visual subgoal into executable
actions [19]-[21]. Most closely related, PALMER retrieves
previously experienced trajectory segments between nearby
states and repurposes sampling-based planning and graph
search to combine these segments into approximately optimal
start-to-goal paths. Execution of the planned state trajectory
again relies on a learned goal-conditioned controller [22].
Other approaches use retrieval and trajectory recombination
primarily offline: model-based trajectory stitching connects
states from different demonstrations using model-generated
actions to construct improved behavioral-cloning trajectories
[23], while Graph Search and Retrieval uses graph search
over offline experience to identify desirable behaviors that are
subsequently distilled into a parametric imitation policy [24].

Multi-step  world-model planning beyond ultrasound.
A complementary line of work performs explicit multi-
step planning by learning a parametric model of action
consequences. Visual-foresight approaches recursively predict
the outcomes of candidate actions and optimize action
sequences within a model-predictive-control framework [25],



[26]. More recently, DINO-WM learns action-conditioned
dynamics in a pretrained DINOv2 representation space
and optimizes action sequences at inference by comparing
recursively predicted future latent states with a visual goal
[27]. V-JEPA 2-AC similarly learns an action-conditioned
latent predictor on top of a pretrained visual representation
and uses predicted latent rollouts for image-goal model-
predictive control [7]. These approaches demonstrate that
long-horizon visual planning can be performed directly in
learned representation spaces, but rely on a learned transition
function to generate the hypothetical states considered during
planning.

We combine both perspectives by planning over the
consequences of candidate actions, as world-model planners
do, while retrieving these consequences from observed
experience rather than generating them with a learned
dynamics model.

Across prior ultrasound guidance methods, action conse-
quences are incorporated increasingly close to inference time:
they are absent from purely reactive guidance, modeled during
training in world-model-assisted policy approaches, and used
for a one-step action refinement in Cardiac Copilot. However,
these methods do not explicitly compare multiple action se-
quences and their longer-horizon consequences at deployment.
Our approach combines the inference-time planning principle
of general-purpose world models with the non-parametric
reuse of recorded experience. Rather than immediately re-
playing retrieved behavior, searching stored experience for a
complete route to the goal, or recursively generating future
states with a learned transition model, we use retrieval itself
as the forward transition operator of an online planner. From
the current ultrasound state, nearby recorded states and their
observed outgoing state-motion-state transitions are retrieved
and recursively expanded into a tree of finite-horizon futures.
These branches are evaluated relative to the desired target view
and probe-motion regularity. Each transition supplies both an
empirically observed successor state and the recorded six-
degree-of-freedom probe displacement that produced it; only
the first displacement of the selected trajectory is communi-
cated to the operator before replanning from the newly ac-
quired image. Retrieval therefore serves not merely as a source
of actions, trajectory segments, or intermediate subgoals, but
as a non-parametric action-conditioned transition model for
receding-horizon ultrasound planning.

[1l. METHOD
A. General setup

We formulate ultrasound operator guidance as a navigation
problem in a learned imaging world. Given a live ultrasound
observation o; and a desired target view vy, € V), the label set
of standard clinical views defined in Section the goal
is to generate guidance instructions that move the operator
from the current anatomical location toward the target imaging
plane. Unlike existing guidance systems that directly predict
the next probe action, we perform multi-step planning in a
latent anatomical state space. See Fig. [2] for a visual overview
of the method.

Observations are first mapped to latent states, where nearby
states correspond to anatomically related ultrasound views.
Previously acquired scan trajectories are used to construct a
database of states and probe locations. Rather than learning an
explicit dynamics model, guidance is generated by retrieving
and scoring candidate trajectories from this database and
communicating the first action of the best one to the operator,
repeated after every new observation in a receding-horizon

fashion (Section [[II-D.2).

B. Dataset and implementation details

Ultrasound data were acquired using a tracked freehand
carotid ultrasound protocol: the probe was mounted on a
robotic arm that a human operator manipulated freehand,
while the arm’s encoders provided precise, synchronized six-
degree-of-freedom probe poses alongside each recorded B-
mode frame. This tracking setup is required only to build
the training-time transition database; the guidance system
itself needs no pose sensing once deployed (Section [I). Each
acquisition therefore provides both a sequence of ultrasound
observations and a sequence of probe poses, from which image
transitions and navigation trajectories can be extracted.

The six degrees of freedom of the probe pose consist of its
translation, in millimeters, relative to a reference origin, and
its orientation, expressed as pitch, roll, and yaw in degrees,
relative to a base orientation. Both the origin and the base
orientation are arbitrary, since the method uses only relative
displacements between poses, never their absolute values. We
transform each recorded pose into a homogeneous transforma-
tion matrix

Ti=1p 71

[R p] € SE(3), (1)
where 7 € R? is the translation vector, R € SO(3) is the
rotation matrix corresponding to the recorded pitch, roll, and
yaw, and the subscript ¢ indexes acquisition time, consistent
with its use elsewhere in the paper. Relative probe motions
used throughout the framework are then obtained by compos-
ing and inverting these matrices, rather than by operating on
the Euler angles directly.

The dataset consists of 48 recorded trajectories, each from
a different volunteer who gave informed consent, totaling
247,827 ultrasound frames. Data were partitioned at the sub-
ject level into training (n = 31), validation (n = 4), and test
(n = 13) sets to prevent information leakage between splits.

The dataset was manually annotated with clinically relevant
carotid views: short-axis common carotid artery (CCA), bifur-
cation, carotid bulb, longitudinal CCA, internal carotid artery
(ICA), and external carotid artery (ECA). In-between frames
that did not belong to one of the standard views were labeled
“no view”, allowing the view-classification head to explicitly
reject frames that do not correspond to any standard view. The
six standard views plus the “no view” class constitute the label
set V used throughout the paper. All frames in the validation
and test splits were labeled in this way, whereas only a fraction
of the training split, 2.6%, was labeled.



C. Latent ultrasound world modeling

Navigation performance depends critically on the quality
of the learned latent representation. To support planning, the
latent space should preserve both anatomical similarity and
probe-motion dynamics, enabling retrieval of visually similar
observations while maintaining meaningful state transitions.

We build upon V-JEPA 2.1 and retrain its backbone on
carotid ultrasound video sequences. The model receives a
clip of four consecutive ultrasound frames and produces two
latent tubelet representations, each spanning two consecutive
frames, a consequence of V-JEPA 2.1’s own spatiotemporal
patchification rather than a choice made in this work. Because
guidance decisions should be based on the current view, only
the final tubelet, corresponding to the most recent two frames,
is retained. Each observation o; therefore denotes a four-frame
clip ending at time ¢, rather than a single image.

The selected tubelet tokens are then aggregated into a
compact global state representation by an attentive pooling
module. We denote the fine-tuned V-JEPA 2.1 backbone
described above by hg, and this pooling module by g5*'; both
are learned, so 6 collectively denotes the parameters of the
backbone and this pooling module together. The full encoder
is their composition,

2zt = folop) := ggw(hg(ot)) e RY, 2)

and it is this composite fy that we invoke throughout the
remainder of the paper whenever an observation is mapped
to its latent state for retrieval and planning.

To shape this representation, three lightweight heads are
attached on top of the pooled state during training only,
and discarded afterward: an auxiliary view-classification head,
predicting a distribution over the label set V via softmax; and
an inverse-dynamics head and a forward-dynamics head, ad-
ditionally predicting, respectively, the relative action between
two latents and the latent reached by applying a given action,

4 = ggction(z7 Z/), 2/ — ggorward(z,a). (3)

All three heads serve only to shape the representation during
training; none of their predictions are used afterward. In
particular, planning remains fully nonparametric and relies
exclusively on the recorded actions stored in the transition
database (Eq. , never on ggmon or gg"wa‘d predictions, and
the view probabilities used for goal specification come instead
from a separate, dedicated module, described next.

Because accurate view classification matters for guidance,
we train a second, independently parameterized attentive
pooling module on top of the same frozen backbone hy,
together with its own view-classification head; we denote their
parameters collectively by . This yields

p(0) == gyt (g5 (ho (0))), &)

with p,(0) denoting the probability assigned to view v € V.
Trained solely for this task, rather than jointly with the shaping
heads above, this dedicated branch achieves higher view-
classification accuracy, and it is p that is used throughout the
remainder of the paper for goal specification and trajectory
scoring, never the auxiliary head of the previous paragraph.

Every observation stored in or queried against the transition
database has both its latent state z, (Eq. 2) and its view
probability p(o;) computed and cached together, so we write
p(z:) as shorthand for the view probability associated with
state z;.

Training proceeds in three stages, all on the training split of
our ultrasound dataset. We first retrain hg from V-JEPA 2.1’s
released pretrained weights (from the base model size), follow-
ing V-JEPA 2.1’s own training paradigm; hy is then frozen. On
top of this frozen backbone, we then independently train two
branches, following the attentive-pooling recipe released with
V-JEPA 2.1: the pooling module g5° jointly with the three
shaping heads above, and, separately, the dedicated pooling
module and view-classification head parameterized by . Both
branches are trained on the same training split; the view-
classification heads are supervised on the subset of frames with
view labels, while the two dynamics heads require no labels
and are therefore trained on the entire split. The latent state
z; from the first branch serves as the basic unit for retrieval,
planning, and navigation, while the view probability p from
the second branch guides planning toward the desired view,
as detailed in Section

Every state in the transition database is assigned a view-
membership probability p(z) (Eq. ). Where the underlying
frame has a manual view label, we use the corresponding
ground-truth one-hot vector directly rather than the classifier’s
prediction; the dedicated view-classification head is applied
only to states whose frame lacks a manual label. This dis-
tinction was only necessary for the training split, since the
validation and test splits were fully labeled (Section [LII-B).
The result is a per-state view probability, soft or ground-truth
one-hot, throughout the transition database, which is what lets
planning be guided toward a desired standard view without
requiring exemplar goal images for that view, as detailed in
the following.

D. Receding-horizon planning

1) Retrieval-induced latent transition operator: Our goal is
to establish a nonparametric retrieval-induced latent transition
operator that maps latent states to realistic action-conditional
future states. Let the historical database contain M acquisi-
tions,

D={r"}, 5)

m=1"

where

T = (z{”,Tf”,zé”,Tgm,...,ZTT"m,T:}’:n), (6)
and 2™ € RY is the latent representation of frame s in
acquisition m, and T7" € SE(3) is the corresponding tracked
probe pose. We write 7™ for a recorded acquisition and, with
a slight abuse of notation, 7 (without a superscript) for a
candidate trajectory assembled at planning time (Section [III-]
[D.3); unlike a 7™, a candidate trajectory need not stay within
a single acquisition. For notational convenience, we define the
set of database-state indices as

IT={(m,s)|1<m <M, 1<s<Ty}, @)



such that for each index ¢ = (m,s) € Z, we have shorthand
notation

2 = 2" T, =1T.". )

5

To define the latent transition operator acting on latent state
z, we first retrieve its /(=10 nearest database states according
to cosine similarity:

Nk (z) = TopK, 7 cos(z, ;). 9)

These retrieved database states act as anchors from which
physically observed transitions are sampled. For each retrieved
anchor i = (m, s) € N(z) and frame stride A € S(z)[[] the
planner considers the forward and backward successor indices

it =(m,s+A), i =(m,s—A), (10)

and first selects the forward or backward successor j €
{i~,4iT} with the highest immediate target-view probability,

J*(i,A) = argmax p,, (25), (11)

je{im it}
having associated relative probe motion:
ain =T, ' Tie(in).- (12)

The adaptive retrieval-induced latent transition operator is then
the set-valued one-to-many map containing actions and future
states:

I'p :RY= A xRY, (13)

defined as
FD(Z) = {(ai,A,zj*(iyA)) ‘ 1€ NK(2)7 A€ S(Z)}

Each candidate transition can be interpreted as the nonpara-
metric model:

(14)

Z - oz —2 Zj*(i,A)5 (15)

where the dashed arrow denotes retrieval of a similar database
state and the solid arrow denotes a corresponding recorded
probe motion in the database.

2) Recursive trajectory expansion: At inference time, the
current ultrasound observation o; is encoded as

ze = fo(or)

(Eq. . Starting from z(°) := 2, the latent transition operator
is applied recursively to generate candidate trajectories: at each
planning step h =1,..., H,

(a®), 20 (W) € T (00-1))

(16)

a7

where we in practice choose a horizon H = 6, and where the

retrieved anchor underlying each transition is denoted z(").
After each transition, the hop target 2(") becomes the query

state for the next expansion. The planner therefore retrieves a

'Note that for computational tractability, we select a limited frame stride
set A € S(z), which contains Ng steps with a stepsize that is adaptively
determined based on the target-view probability p.,, (2): higher probability
yields smaller strides (refinement), whereas low probability bigger steps.

new set of nearest neighbors at every planning depth. This
gives the recursive structure

()
Ly L) @

— Z(h)

(D)

z(h=1)
(18)

——y (htD) h+1)

3
Because a new retrieval is performed after every transition,
consecutive actions may originate from different acquisi-
tions. This allows the planner to combine locally compati-
ble recorded motions into trajectories that are not explicitly
present in the database (see also the example in Fig. 2). A
candidate trajectory of horizon H is written as

r={(E",a")},L,, (19)
with action sequence
a(t) = (a(l), a?, .., a(H)) ) (20)

Recursive application of I'p produces a branching search
tree whose size would otherwise grow exponentially with the
horizon H. To keep this tractable, candidate trajectories are
grouped into lanes according to the initial retrieved anchor
1 € Nk(z) from which they originated at the first planning
step, and each lane independently retains at most Niype = 5
trajectories. Every Hiollapse = 2 expansion steps, that is,
after every even planning step, the trajectories within each
lane are pruned back down to the best N, according to
the per-state target-view cost of their current frontier state,
dpn = 1 — py, (Z(h)) (Section , rather than the full
trajectory cost J(7). Because dj is obtained directly from
the cached, per-state view probability already stored for every
state in the transition database (Section [[II-C), whether a
ground-truth one-hot label or a soft classifier prediction, this
pruning reduces to a database lookup and is substantially
cheaper than evaluating the full cost function, whose remain-
ing terms require the entire trajectory history rather than a
single state. This periodic, cheap pruning step keeps the search
tree tractable while preserving several plausible continuations
per lane.

Let 7 (z:) denote the set of trajectories retained after the
final expansion. The optimal trajectory is selected as

7% = argmin J(7), 2D

TET (2¢)
where J(7) is the trajectory cost function (Section [III-D.3).
Following a receding-horizon strategy, only the first action of
the selected trajectory is communicated to the user,

a; = aV (7).

A new ultrasound observation is then acquired, and the com-
plete planning procedure is repeated.

3) Trajectory scoring: Candidate trajectories are ranked us-
ing a cost function that balances target-view likelihood, con-
sistent progress toward the target, and smooth probe motion:

(23)

where A\ and Jy are cost weights and cost components,
respectively. For a candidate trajectory:

(e,

(22)

J(T) = )\traj Jtraj + AmomJmom + >\xstep Jxsteps



we define the per-state target-view cost as
dp =1 — Pu, (Z(h)> )

where p,, (2(M) is the probability assigned by the frozen view-
classification head to the desired target view vy € V. A lower
value of dj, therefore indicates greater confidence that the
latent state corresponds to the target view. Each candidate
trajectory is scored by its average target-view cost over the
planning horizon,

1 H
Jtraj = E Zdha
h=1

which favors trajectories that consistently remain close to the
target-view manifold throughout the rollout. The remaining
terms regularize the predicted probe motion.

The momentum term Jy,,, penalizes changes in direction
between consecutive actions within a candidate trajectory, en-
couraging smooth motion. The cross-step term Jygcp penalizes
reversals between the first action in the trajectory and the
action executed at the previous planning step, reducing os-
cillatory behavior across replanning iterations. Both penalties
are computed as 1 — cos(-, -) between the dominant translation
and rotation axes of the corresponding six-dimensional action
vectors after rescaling translation and rotation to a common
scale. The planner selects the candidate trajectory with the
lowest total cost J(7).

IV. RESULTS

A. Latent space analysis

To evaluate the quality of the learned state representation
described in Section [III-C] we assess three complementary
properties that are essential for planning: 1) anatomical sepa-
rability, 2) local retrieval consistency, and 3) correspondence
with probe-motion dynamics. We do so by comparing the pro-
posed V-JEPA 2.1 backbone for the encoder with two possible
alternative world models: EchoJEPA [5] and ImageJEPA [28].
Lastly, to verify that the latent space gets organized by view,
but generalizes over individual patients, we do a qualitative
analysis of the embedding space using T-SNE [29].

1) Linear probing: We perform a simple linear probe on
the proposed V-JEPA 2.1 backbone and the two baselines for
view classification. Table [I] reports the classification accuracy
and the F1 scores. As we can see, the proposed encoder
outperforms the other two baselines.

2) Local retrieval consistency: Since planning relies on
nearest-neighbor retrieval, we additionally evaluate whether
local neighborhoods in the latent space are anatomically con-
sistent. For each labeled query frame, the ten nearest neighbors
are retrieved from the test set using cosine similarity in the
learned state space. We then calculate the retrieval purity as the
fraction of retrieved frames that have the same label. These
results are also reported in Table [, where we can see that
again the proposed method is more likely than the baselines
to retrieve a latent code from a frame with an identical label
as the query.

TABLE |
LATENT SPACE ANALYSIS.
Linear probe Top-K

Method Balanced accuracy  Macro F1 ~ Purity@10
Echolepa 0.75 0.75 0.65
Imagelepa 0.52 0.51 0.49
V-JEPA 2.1 0.81 0.81 0.69

TABLE Il

REPRESENTATION DYNAMICS RESULTS.
Translation dynamics Rotation dynamics

Method Pearson  Spearman  Pearson  Spearman
EchoJEPA 0.20 0.16 0.30 0.34
ImageJEPA 0.19 0.15 0.31 0.33
V-JEPA 2.1 0.20 0.13 0.41 0.47

3) Transition consistency: To evaluate whether the learned
state representation also preserves probe-motion dynamics, we
compute the cosine distance between pairs of latent states
originating from the same acquisition and compare these
distances with the magnitude of the corresponding recorded
probe motions. The relationship between latent and physical
distances is quantified using both the Pearson and Spearman
correlation coefficients. Pearson correlation measures the de-
gree of linear correspondence between latent and physical
distances, whereas Spearman correlation evaluates whether
their monotonic ordering is preserved. Together, these metrics
assess whether larger probe motions correspond to larger
displacements in the learned state space and whether this
relationship is approximately linear. The results of this anal-
ysis are shown in Table all encoders show comparable
correlations between latent distance and translational probe
motion, whereas for rotation V-JEPA 2.1 shows the strongest
correlation.

4) Latent visualization: We perform a T-SNE embedding on
the latent codes of the validation set, using the cosine distance
as the distance metric (since we use it also for Top-K retrieval).
The resulting 2D embedding is shown in Fig. [3] Where we
show the same embedding twice: colored by view and by
volunteer. It can be seen from Fig. [3] that the embedding are
clearly clustered by view, with ‘bridges’ appearing between
similar views. At the same time, no such clustering appears
with respect to the volunteers, clearly indicating that the latent
encoder has generalized over volunteers.

B. Retrospective navigation evaluation

We evaluate navigation performance through a retrospective
closed-loop simulation on held-out acquisitions. Each held-out
acquisition is a densely sampled sequence of ultrasound im-
ages with corresponding tracked probe poses, so the recorded
trajectory acts as a surrogate environment in which probe
motions can be replayed against real observations. Every frame
in the test set carries a view label drawn from the label set
V (Section [[II-BJ), spanning the six standard planes and the
background no view class.

At each planning iteration, the current live image is encoded
into a latent state zj, (Eq.[2), paired with the tracked probe pose
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Fig. 3. 2D T-SNE embedding of the latent space of the validation set,
colored by both view label and volunteer. Clear clusters appear over
views, while the method generalizes neatly across volunteers.

Ty, of that frame. The planner predicts a relative probe motion
ay, which is applied to the current pose to obtain the desired
next pose Tkﬂ = Tyay,. Because the evaluation replays
recorded trajectories, an image is generally not available
exactly at this pose. The acquisition is therefore queried for the
recorded frame whose tracked pose is closest to the predicted
one, and that frame becomes the next live observation; its
recorded pose defines the state for the following iteration.
Planning, pose update, and nearest-frame projection are re-
peated until a maximum of /N planning iterations is exceeded.

Using the closest recorded pose instead of the exact pre-
dicted pose is what makes retrospective evaluation possible in
the first place, but it also introduces a degree of noise on the
executed actions. If anything, this mirrors realistic deployment
conditions, since a human operator likewise cannot execute a
proposed action with perfect precision.

1) Navigation planning: We compare the proposed retrieval-
based planner against representative strategies that differ in
when, and how far ahead, the consequences of actions are as-
sessed. UltraSeP-style guidance [10] shapes its representations
with predictive objectives during training, but at inference
produces guidance through direct action prediction condi-
tioned on previously executed actions and acquired images,
without evaluating candidate actions online. Cardiac Copilot-
style guidance [16] instead performs single-step inference-
time planning, in which a learned forward model assesses the
effect of a proposed action from the live image and refines
the proposed actions, without look-ahead beyond a single
step. The proposed method performs retrieval-based receding-
horizon planning, with settings selected on the validation set:
a horizon of H = 6 and cost-function weights of: Aga; = 1,
Amom = 0.3, Agstep = 0.2.

We report two metrics. The navigation success rate is the
fraction of episodes that reach the target view, reported per
initialization type and per target view. The backtracking rate
is the fraction of consecutive, nonzero action pairs whose
cosine similarity is non-positive, reported separately for the
translation and rotation components; zero (stay) actions are
excluded from these pairs, and lower values indicate less
backtracking.

Fig. @] shows boxplots of the success rate achieved by the
three methods. Across all test volunteers, target views, and
initialization types, the proposed planner reaches the target

Il All 3 Standard view  EEE Random

0.8

o
o

Success rate

°
IS

0.2

0.0

Ours UltraSeP style CardiacCopilot style

Fig. 4. Success rates across test-set rollouts, separated by navigation
initialization from a standard view and a random image.
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Fig. 5.  Fraction of consecutive nonzero global actions with non-
positive cosine similarity, reported separately for translation and rotation,
computed over successful episodes with more than two actions, up
to the first arrival at the target view. Lower values indicate smoother
trajectories with fewer direction reversals.

view in 86% of episodes, compared with 52% for UltraSeP-
style guidance and 43% for Cardiac Copilot-style guidance.
Random-frame initialization degrades success less for the
proposed method than for the baselines, indicating lower sen-
sitivity to the starting location. The per-view heatmap in Fig. [6]
shows that this advantage is largest for the harder targets, the
ECA and ICA, where the proposed method reaches the target
view more often than the alternatives. Action smoothness
of successful planning trajectories is reported in Fig. [5} the
three methods show similar rotation backtracking rates, while
UltraSeP-style guidance has a higher translation backtracking
rate than the other two methods.

Fig. [7] illustrates an example trajectory, navigating from the
ICA to a transverse bifurcation using our proposed method.

C. Ablation studies

To quantify the contribution of the key components of
the proposed navigation framework, we perform a series of
ablation studies using the retrospective navigation benchmark
on the validation set.
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Fig. 7. Example executed trajectory of offline planning, starting at the
ICA navigating to the cross-sectional bifurcation.

a) Planning horizon: To evaluate the importance of multi-
step planning, we vary the planning horizon from one to eight
steps. The horizon-one setting corresponds to a greedy planner,
while larger horizons enable progressively longer-term plan-
ning. As shown in Table [, moving from greedy to multi-
step planning substantially improves the success rate, which
then plateaus from H = 5 onwards. Although the greedy
planner has the lowest rotational backtracking, it does so at
a much lower success rate. Among the multi-step planners,
backtracking is minimized around H = 6. We therefore select
H = 6 as the optimal compromise between performance and
computational cost, and use it in all other experiments.

b) Cost function: To evaluate the contribution of the in-
dividual trajectory scoring terms, we remove each component
of the objective function while leaving the remaining terms
unchanged. Table [IV] shows that the terms play comple-
mentary roles: removing any term lowers the success rate,
and removing Jxgtep additionally increases backtracking. The
complete objective therefore provides the best balance between
successful navigation and smooth trajectories.

¢) Retrieval-induced transition model vs naive mimicking: To
evaluate the benefit of database-wide planning, we compare
the proposed planner with a naive baseline that only follows
temporal transitions within a single best-retrieved acquisition,
using a fixed temporal stride. In contrast, the proposed plan-
ner repeatedly retrieves the most relevant states from the
entire navigation database, allowing it to transition across
acquisitions and volunteers whenever this leads to a more
promising trajectory. Results in Table [V] show that planning
across the navigation database yields a higher success rate

TABLE IlI
ABLATION: HORIZON SWEEP (VALIDATION SET)
Horizon 1 2 3 4 5 6 7 8
Success rate 1 076 086 0.88 0.88 091 092 092 0.93
Rot backtrack | 022 029 028 027 028 026 0206 027
Trans backtrack | 037 041 038 035 035 035 037 037
TABLE IV

ABLATION COST FUNCTION (VALIDATION SET)

Ablation Success rate T  Rot backtrack | Trans backtrack |
N0 Jiraj 0.89 0.24 0.31
n0 Jmom 0.84 0.22 0.29
no Jxstep 0.90 0.34 0.39
Proposed 0.92 0.26 0.35

while simultaneously reducing backtracking, demonstrating
the benefit of searching over multiple recorded trajectories
rather than remaining within a single acquisition.

D. Navigation to previously acquired patient-specific view

Unlike operator-guidance systems that navigate to prede-
fined anatomical targets, our framework can target any view
representable in latent space. We test this by returning to a
patient-specific frame, replacing the target-view probability in
the planner’s cost with the cosine distance to that frame’s
latent; navigation is otherwise unchanged.

A single goal frame is selected for each target view in each
of the 13 held-out subjects, and the operator is given three
attempts to reach it. Navigation starts within 500 frames of
the target and at least 2 cm or 30° from it. Navigation runs
for 20 planning steps and the performance is evaluated at the
step with the smallest latent cosine distance to the target. This
yields a success rate of 79%. Among successful navigation
attempts, the median euclidean translation error was 0.65 cm
and the median geodesic rotation error was 4.5°.

E. Prospective feasibility study

We performed a prospective feasibility study on three pre-
viously unseen healthy volunteers. The examinations were
performed by the same operator who acquired the retrospective
dataset. The navigation software was executed entirely on
a standard CPU using a distilled version of the V-JEPA
2.1 model, with a planning horizon of three, a compromise
between navigation performance and computational efficiency
that enables real-time operation without GPU acceleration.
The distilled model combines a MobileNetV3-Small image
encoder with a small transformer that regresses the V-JEPA
2.1 patch tokens, reproducing the pooled navigation states at
a cosine similarity of 0.97.

The operator followed on-screen guidance generated ei-
ther by the proposed planner or by the Cardiac Copilot-
inspired baseline. The active guidance method was randomized
between navigation tasks, and the operator was blinded to
the selected method. For each volunteer, both methods were
evaluated twice, resulting in a total examination time of



TABLE V
NAIVE DATABASE RETRIEVAL (VALIDATION SET)

Stepsize Success rate T Rot backtrack | Trans backtrack |
30 0.86 0.31 0.46
80 0.82 0.34 0.44
130 0.85 0.40 0.48
Proposed 0.92 0.26 0.35
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Fig. 8. Acquisition results guided by both CardiacCopilot style method
(top) and our proposed method (bottom). For views where no image is
shown, the target was not reached. The view probabilities p indicate the
view classification output for the corresponding target view.

approximately 12 minutes per volunteer. A target view was
considered reachable if it was successfully reached in at least
one of the two attempts.

Each examination followed a fixed navigation protocol,
sequentially guiding the operator through six standard views
in the following order: short-axis CCA, short-axis carotid
bulb, short-axis bifurcation, longitudinal CCA, longitudinal
ICA, and longitudinal ECA. If the navigation method became
disoriented, the operator restarted from the short-axis CCA
view. A maximum of 30 seconds was allowed to reach each
target view before proceeding to the next, and consecutive
navigation tasks were separated by a 20-second pause.

To obtain ground-truth target images for later analysis, the
dedicated view classifier (Section continuously esti-
mated the target-view probability during acquisition. Frames
exceeding 0.85 were considered candidates, and the three
highest-scoring candidates per target view were retained with
five frames of context on either side for post-hoc selection of
the most representative frame.

This resulted in a target-view reachability of 72% for the
Cardiac Copilot-inspired method and 83% for the proposed
method. An illustration of the target views is shown in Fig. [§]

V. DISCUSSION

In this work, we formulated ultrasound operator guidance
as a receding-horizon planning problem in a learned world
model and demonstrated that a non-parametric, retrieval-based
transition model over previously recorded scans enables ro-
bust multi-step planning. On carotid ultrasound, the proposed
approach consistently outperformed baselines in retrospective
navigation experiments and remained effective in a prospective
feasibility study on previously unseen volunteers, while oper-
ating in real time on a standard CPU. The framework also sup-

ports navigation to patient-specific target frames, highlighting
its flexibility beyond fixed clinical protocols.

Several limitations should be acknowledged. First, the retro-
spective evaluation relies on recorded acquisitions, requiring
each predicted probe pose to be projected onto the nearest
recorded frame, introducing a coupling between the executed
action and the available data. We note, however, that a com-
parable mismatch arises in real deployment, where the human
operator cannot execute an action exactly. Second, future work
should incorporate multi-rater annotation, enabling assessment
of inter-rater agreement and view ambiguity.

Third, data was acquired using a single ultrasound system,
leaving robustness across scanners for future work. Likewise,
the prospective proof-of-principle evaluation was limited to
three healthy volunteers and a single operator. Future studies
should include multiple operators, including novices. This
poses an additional challenge: clear communication of guid-
ance to the operator. While the planner predicts continu-
ous six-degree-of-freedom probe motions, conveying these
recommendations intuitively remains challenging, particularly
when balancing the communication of large corrective motions
together with smaller fine-adjustment cues.

Although this work focused on carotid ultrasound, the
proposed planning framework is modality-agnostic and could
be applied to other ultrasound guidance tasks. Interestingly,
the learning-based baselines used for comparison were orig-
inally developed for cardiac ultrasound navigation, where
anatomical variability and probe motions differ substantially
from carotid imaging. Extending the proposed retrieval-based
planning framework to cardiac ultrasound therefore represents
a promising direction for future research.
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